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ABSTRACT

Recent work on LeWorldModel (LeWM) has shown that the Sketched Isotropic
Gaussian Regularizer (SIGReg) enables stable end-to-end world model learning
from pixels by regularizing the latent representation toward an isotropic Gaus-
sian. While effective for latent-space planning, the representations learned by
Raw LeWM are poorly suited for downstream robot policy learning. In this pa-
per, through Monte Carlo analysis, we show that the Raw LeWM objective bi-
ases variance allocation toward the temporally persistent component, thereby sup-
pressing the variance of the temporally centered residual. Consistent with this
analysis, trained Raw LeWM representations exhibit suppressed residual varia-
tion and reduced decodability of robot state and dynamics, particularly gripper
dynamics, which are crucial for robotic manipulation. To address this issue, we
apply SIGReg to temporally centered residuals rather than to the whole latent
representation. This simple change decouples persistent and residual variance
allocation while retaining an effective anti-collapse property. On the LIBERO
benchmark, our method improves downstream policy success on the Goal suite
by 1.66x and raises the average success rate across all suites from 63.6% to
83.8%. Without external pretraining, it also outperforms both Diffusion Policy
trained from scratch and the pretrained OpenVLA baseline. These results asso-
ciate the variance-allocation bias of Raw LeWM with the downstream policy gap,
and show that decoupling persistent and residual variation yields representations
better suited for downstream robot policy learning. Project Page.

1 INTRODUCTION

World models (Ha & Schmidhuber, [2018; |[Hatner et al.,[2019;[2020) learn predictive latent represen-
tations of environment dynamics, allowing agents to anticipate the consequences of their actions and
enabling planning and policy learning. Many existing approaches (Hafner et al., [2019; 2020; [2025)
rely on observation reconstruction, reward prediction, or other task-specific supervision. Although
effective, these objectives may retain unnecessary visual details and complicate learning from large
reward-free multi-task datasets (Deng et al.,|2022; |Balestriero & LeCunl |2024; |Hutson et al., 2024)).

Joint-embedding Predictive Architecture (Assran et al., 2023} [2025) offers an appealing alternative.
LeWorldModel (LeWM) (Maes et al.,|2026)) jointly trains an encoder and an action-conditioned la-
tent predictor directly from pixels. To prevent representation collapse, it uses the Sketched Isotropic
Gaussian Regularizer (SIGReg) (Balestriero & LeCun, 2025)), which applies an Epps—Pulley (EP)
normality criterion (Epps & Pulley, |1983) to random latent projections and encourages the latent
distribution to follow an isotropic Gaussian. This enables end-to-end world model learning without
reconstruction, pretrained encoders, momentum targets, or reward supervision.

However, preventing representation collapse does not guarantee representations that are well suited
for downstream robot policy learning. On the LIBERO-Long suite (Liu et al. [2023)), behavior-
cloning policies trained on Raw LeWM representations achieve only 26.1% average success under
independent single-task training. Increasing the scale of world model training partially improves
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Figure 1: Overview of TC-LeWM. (a) TC-LeWM decomposes each latent representation as z; =
Z; + ry, where Zz; is the temporally persistent component and r; is the temporally centered residual.
SIGReg is applied to r; rather than directly to z;. (b) Along each regularized projection direction,
the Raw LeWM objective couples the variance allocation of the persistent component and centered
residual under a shared near-unit variance budget, whereas TC-LeWM decouples their variance
allocation by regularizing the centered residual directly.

downstream policy performance, reaching 44.7% under suite-wise 10-task joint training and 52.0%
when the world model is trained jointly on all 40 LIBERO tasks, but does not eliminate this perfor-
mance limitation. These observations motivate us to examine how the Raw LeWM training objective
shapes the information retained in its learned representations.

We trace this representation limitation to a variance-allocation bias in the objective of Raw LeWM.
We first decompose the latent representation into a temporally persistent component and a tempo-
rally centered residual. Based on this decomposition, we develop a controlled Monte Carlo analysis
of the Raw LeWM objective along individual SIGReg projection directions. The analysis reveals
a mechanism. Along each projection direction, SIGReg encourages the projected latent variance
toward the unit-variance target, while the prediction objective favors allocating variance to more
predictable temporally persistent variation. Their interaction therefore couples the variance alloca-
tion of the persistent component and centered residual under a shared near-unit variance budget,
biasing the allocation toward the persistent component and suppressing residual variance.

To address this issue, we introduce Temporally Centered LeWorldModel (TC-LeWM), illustrated
in Fig. [I] TC-LeWM applies SIGReg to the temporally centered residual rather than directly to
the original latent representation. This simple change decouples persistent and residual variance
allocation while retaining an effective anti-collapse property. Across the four LIBERO suites, TC-
LeWM raises the suite-wise 10-task average success rate of the downstream policy from 63.6% to
83.8%. When the world model is jointly trained on all 40 LIBERO tasks, TC-LeWM improves the
average downstream policy success rate from 72.6% to 85.4%.

Consistent with our Monte Carlo analysis, Raw LeWM representations exhibit suppressed centered-
residual variation, whereas TC-LeWM preserves substantially more variation in the residual com-
ponent. Content attribution further shows that, under multi-task training, Raw LeWM allocates
more variance to task and trajectory identity, whereas TC-LeWM allocates relatively more variation
to within-episode progress. Trajectory identity denotes the specific demonstration trajectory from
which a frame is sampled and therefore captures trajectory-specific variation. The suppressed resid-
ual variation in Raw LeWM is also accompanied by lower decodability of robot state and dynamics,
particularly gripper dynamics, which are crucial for closed-loop manipulation.

Contributions. (i) We introduce a temporal decomposition and controlled Monte Carlo analysis
of the Raw LeWM objective, revealing its bias toward persistent variation and the resulting sup-



pression of residual variance. (ii) We propose TC-LeWM, which applies SIGReg to the temporally
centered residual to decouple persistent and residual variance allocation while retaining an effective
anti-collapse property. (iii) Experimentally, TC-LeWM consistently improves the closed-loop per-
formance of downstream behavior-cloning policies across three different training scales on LIBERO.
We further analyze the learned representations through variance allocation, content attribution, and
the decodability of robot state and dynamics.

2 RELATED WORK

Latent world models. World models learn compact predictive representations of environment dy-
namics for planning and policy learning (Ha & Schmidhuber, 2018} |[Hatner et al., |2020; |Schrit-
twieser et al.l [2020; [Hafner et al. 2021 2025). Early latent-dynamics approaches showed that
environment dynamics could be learned and used for control in compact latent spaces (Watter et al.,
2015 |Hafner et al.l 2019). Subsequent stochastic state-space models combined deterministic mem-
ory with latent uncertainty, enabling control directly from pixel observations (Hafner et al., 2020;
2019). Dreamer-style methods (Hafner et al.l 2020; Wu et al., 2023} [Hafner et al., [2025) further
learned policies from trajectories imagined within the world model and extended this paradigm
across continuous control, Atari, diverse domains, and physical robots.

Most of these methods rely on observation reconstruction, reward prediction, or other task-specific
objectives. Although effective, reconstruction objectives may retain control-irrelevant visual infor-
mation, while reward-dependent objectives require supervision unavailable in reward-free datasets
(Fu et al.} 20215 |Wan et al., 2023 Zhu et al., 2023 |Balestriero & LeCunl, 2024} [Hutson et al., [2024;
Wang et al.| 2024} [Sobal et al.| 2025).

Joint-embedding predictive learning. Joint-Embedding Predictive Architectures (JEPAs) learn
representations by predicting target embeddings directly in latent space rather than reconstructing
raw observations (Assran et al., 2023 IDawid & LeCun| [2024). I-JEPA (Assran et al., 2023)) instan-
tiated this paradigm for images, and V-JEPA (Bardes et al., |2024; |Assran et al., 2025) extended it
to spatiotemporal representation learning from video. Related approaches have adapted latent pre-
diction to action-conditioned world modeling: DINO-WM (Zhou et al.| [2025) learns dynamics over
frozen pretrained visual features for zero-shot planning, whereas PLDM (Sobal et al., |2025)) jointly
learns reconstruction-free latent dynamics from reward-free trajectories. However, non-contrastive
joint-embedding objectives admit collapsed solutions, motivating mechanisms such as momen-
tum target encoders, stop-gradient asymmetry, explicit variance regularization, and redundancy-
reduction objectives (Grill et al.,[2020; |Chen & Hel [2021; Bardes et al., 2022} |Zbontar et al., 2021}

LeWorldModel and anti-collapse regularization. LeWM (Maes et al., [2026) enables end-to-end
reconstruction-free world model learning directly from pixels. It jointly trains an encoder and an
action-conditioned predictor using latent next-state prediction together with SIGReg (Balestriero
& LeCun, [2025), which prevents representation collapse without pretrained encoders, momentum
targets, observation reconstruction, or reward supervision.

SIGReg is applied directly to latent representations and encourages their distribution toward an
isotropic Gaussian through random one-dimensional projections. While effective for anti-collapse,
how the Raw LeWM objective allocates variance across temporal components has received little
attention. We show that the interaction between latent prediction and SIGReg couples the vari-
ance allocation of the temporally persistent component and centered residual, biasing the allocation
toward persistent variation and suppressing residual variance. TC-LeWM addresses this issue by
applying SIGReg to the temporally centered residual, thereby decoupling persistent and residual
variance allocation while retaining an effective anti-collapse property.

3 WHY THE RAW LEWM OBJECTIVE CAN SUPPRESS RESIDUAL VARIATION

In this section, we first characterize the performance limitation of Raw LeWM across different
training scales. We then introduce a temporal decomposition of the latent representation and, based
on this decomposition, construct a projected mixture model for analyzing the Raw LeWM objective.
Through a Monte Carlo analysis, we show how the interaction between latent prediction and SIGReg
biases variance allocation toward temporally persistent variation and suppresses residual variance.
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Figure 2: Monte Carlo and empirical analysis of variance allocation in LeWM. (a) The Raw
LeWM objective Lrayw over the (var(c), var(e)) plane, revealing a minimum biased toward persis-
tent variation. (b) Change in EP loss relative to var(c) = 0 at fixed var(e). Increasing persistent
variance raises the EP loss on x = ¢ + ¢. (¢) Empirical variance allocation of trained LIBERO
representations. Raw LeWM exhibits a nearly fixed total variance dominated by the persistent com-
ponent, whereas TC-LeWM maintains a stable residual variance with persistent variance free to
vary.

3.1 DOWNSTREAM POLICY PERFORMANCE ACROSS TRAINING SCALES

World model training and downstream evaluation. Consider a task set 7 = {1,..., N}, where
task ¢ is associated with a demonstration dataset D;. Raw LeWM jointly trains an encoder and an

action-conditioned latent predictor on the aggregated dataset D = Uf\il D; using
ERaw = Epred + /\ESIGReg(Z)v Z= {Zt | Z; = fa(Xt)}- (1)

After world model training, the encoder is frozen and used for downstream robot policy learning
with a task-conditioned behavior-cloning policy based on flow matching (Lipman et al}, 2023).

Limited benefit from training scale. We evaluate Raw LeWM at three training scales of LIBERO-
Long. When each of the ten tasks is trained independently, Raw LeWM achieves only 26.1% av-
erage success. Joint training over the ten tasks raises the success rate to 44.7%, while training the
world model jointly on all 40 LIBERO tasks further raises it to 52.0%. Thus, increasing the amount
and diversity of training data substantially improves Raw LeWM, but does not eliminate its perfor-
mance limitation. These results show that avoiding representation collapse alone does not guarantee
representations suitable for downstream manipulation policy learning.

3.2 TEMPORAL DECOMPOSITION AND MONTE CARLO ANALYSIS

Latent decomposition and mixture model. To analyze the problem, we decompose each latent
representation into a local temporal mean and a complementary centered residual:
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where W, denotes a local temporal window. We refer to z; as the temporally persistent component
and r; as the temporally centered residual. The persistent component captures variation that is shared
within the local temporal window, while the centered residual captures complementary within-
window variation. SIGReg applies the Epps—Pulley (EP) criterion to random one-dimensional
marginal projections of the latent representation. For a projection vector w, linearity preserves
the temporal decomposition:
T = Wth = WTZt +WTI‘t . 3)
—— ——
C €
We therefore study the Raw LeWM objective through the projected variables ¢ and €. For a con-
trolled analysis, we model c as a balanced K-component Gaussian mixture and ¢ ~ A(0,02) as
Gaussian residual variation, with Cov(c, €) = 0. This yields
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where pu, is the projected center of the k-th component, 7 is the common within-component standard
deviation of the persistent component, and o, is the scale of the residual variation.

Monte Carlo analysis of the Raw LeWM objective. For each Monte Carlo layout, we sample and
center K component centers, normalize their variance to one, and rescale them by y/var(c). The
residual component is constructed analogously for a target var(z). We set 7 = 0, so that var(c) =
+ >k 12 and var(e) = o2 are directly controlled and swept over a grid. We use K = 10 and
temporal windows of W = 4, matching the suite-wise training setup. For each projected direction,
we approximate the prediction cost as L,eq = var(e) and evaluate Lraw = Lpred + 0.09 Lp ().
Full details are provided in Appendix

Results. Figure 2a) shows Lgay over the (var(c), var(e)) plane, with a clear minimum around
var(c) =~ 0.6 and var(e) ~ 0.2. Along each projection direction, the EP criterion encourages
the projected marginal toward a standard Gaussian and therefore favors variance near one. Under
the zero-cross-covariance setting used in our controlled analysis, var(z) = var(c) + var(e), so
the persistent component and centered residual compete for the variance required by the projected
marginal. Meanwhile, the prediction objective favors smaller residual variation. Their interaction
therefore biases variance allocation toward the persistent component at the expense of the centered
residual, suppressing residual variance.

Implication for policy learning. The centered residual captures complementary within-window
variation that can encode fine-grained changes in robot and environment states, including gripper
motion, that are crucial for closed-loop manipulation. Suppressing this variation may therefore
reduce the accessibility of robot state and dynamics from the learned representation and degrade
downstream control, even without representation collapse. Our experiments in Sec. [5]show that Raw
LeWM representations have lower decodability of robot state and dynamics, particularly gripper
dynamics, accompanied by poorer closed-loop manipulation performance.

4 METHOD

We introduce Temporally Centered LeWorldModel (TC-LeWM), which applies SIGReg to tempo-
rally centered residuals rather than directly to the original latent representations. This modification
decouples persistent and residual variance allocation while retaining an effective anti-collapse prop-
erty.

4.1 TEMPORALLY CENTERED LEWORLDMODEL

Model and training objective. As illustrated in Fig. |1} TC-LeWM retains the LeWM encoder and
action-conditioned latent predictor, z, = fo(x;) and z,+1 = gy (2, a;). For each latent sequence,

we compute z;, = ﬁ > eew, s r, = z, — Z;, where W, is a local temporal window. Let
R = {r:} denote the residuals in a training batch. TC-LeWM optimizes

ETC = £pred + A £SIGReg(R)- (5)

Thus, the only change from Raw LeWM is the regularization target: SIGReg is applied to R instead
of the original latent representations Z. Further architectural and behavior-cloning implementation
details are provided in Appendix

4.2 WHY THE RESIDUAL TARGET WORKS

Applying SIGReg to the temporally centered residual has two key properties: it decouples persistent
and residual variance allocation and retains an effective anti-collapse property.

Decoupling persistent and residual variance allocation. In Raw LeWM, the EP criterion is eval-
uated on the projected latent = ¢ + . Under the zero-cross-covariance setting in Sec. [3.2]
var(z) = var(c) + var(e), so the persistent component and centered residual share the near-unit
projected variance budget induced by SIGReg. TC-LeWM instead evaluates the EP criterion on
the projected residual € = w ' r;, which does not directly contain the persistent component c. Fig-
ure [2(b) illustrates this difference: as var(c) increases, ALgp increases for z = ¢ + ¢ but remains
identically zero for €. Thus, the residual remains regularized toward its standard-Gaussian target,



Table 1: Per-task closed-loop success rates (%) under independent single-task training on the
ten LIBERO-Long tasks. Results are averaged over three training seeds and three evaluation seeds;
standard deviations are omitted for space.

Method TO T1 T2 T3 T4 T5 T6 T7 T8 T9 | Avg.

Raw LeWM 53.1 375 124 11.8 11.6 13.6 29.8 287 17.8 447 | 26.1
TC-LeWM (Ours) 85.1 685 75.6 25.6 362 378 429 391 349 553 | 50.1

A (TC — Raw) +32.0 +31.0 +63.2 +13.8 +24.6 +242 +13.1 +10.4 +17.1 +10.6|+24.0

Table 2: Closed-loop success rates (%) under suite-wise 10-task training. Results for Diffusion
Policy, Octo, and OpenVLA are taken from [Kim et al.| (2025)), while the 7 5 results are taken from
Black et al.| (2025). Raw LeWM and TC-LeWM are reported as mean=std over three full-pipeline
training seeds.

Method Spatial  Object  Goal Long | Avg.
Pre-trained methods

Octo (fine-tuned) 78.9 85.7 84.6 51.1 75.1

OpenVLA (fine-tuned) 84.7 88.4 79.2 53.7 76.5

7o.5 (fine-tuned) 98.8 98.2 98.0 924 96.9
From-scratch methods

Diffusion Policy 78.3 92.5 68.3 50.5 \ 724

Raw LeWM 62.447.5 939423 534453 44.7+43 | 63.6

TC-LeWM (Ours) 86.0+4.1 97.0+0.1 88.4+75 63.6+6.8 | 83.8

while persistent variation no longer trades off against residual variance to satisfy the same projected
target, decoupling their variance allocation.

Anti-collapse property retained. If the representation collapses within a temporal window, z; = Z;
and therefore r; = 0. All one-dimensional projections of R then degenerate at zero and are strongly
penalized by the EP criterion relative to the standard-Gaussian target. TC-LeWM therefore retains
an effective anti-collapse property. The prediction and residual-regularization objectives remain
complementary: unstructured residual variation may help satisfy SIGReg but is difficult to predict
and is penalized by L;cq. Their combination therefore favors non-degenerate, predictable temporal
variation without the persistent—residual coupling of Raw LeWM.

5 EXPERIMENTS

We evaluate TC-LeWM on the LIBERO benchmark through closed-loop manipulation and analyze
how temporal centering changes the learned representations.

5.1 EXPERIMENTAL SETUP

Benchmark. LIBERO (Liu et al., 2023) contains four suites—Spatial, Object, Goal, and Long—
each consisting of ten manipulation tasks. Each observation contains two RGB camera views. A
shared ViT encoder (Dosovitskiy et al., 2021) processes the two views independently. We recon-
struct the LIBERO datasets following OpenVLA (Kim et al., 2025).

World model training and downstream policy learning. We study downstream robot policy learn-
ing using a two-stage pipeline. First, the encoder and action-conditioned latent predictor are trained
with the world model objective on reward-free demonstration trajectories. At each frame, the CLS
tokens from the two camera views are concatenated and passed through a shared projector to obtain
the latent representation regularized by SIGReg, while patch tokens are not directly regularized.
After world model training, the encoder is frozen and a task-conditioned flow-matching behavior-
cloning policy is trained on the frozen visual representations. For downstream policy learning, we
use both the CLS and patch tokens from the two camera views.



Table 3: Closed-loop success rates (%) under unified 40-task world model training. All four
LIBERO suites share one encoder and latent predictor, while a separate task-conditioned down-
stream policy is trained for each suite. Results are mean4-standard deviation over three full-pipeline
training seeds, each evaluated using three evaluation seeds with 50 rollouts per task.

Method Spatial ~ Object Goal Long | Avg.
Raw LeWM 62.1+11.1 95.1+10 81.0+47 52.0+43 | 72.6
TC-LeWM (Ours) 92.5+30 97.1+13 89.7+25 62.3+43 | 85.4
A (TC — Raw) +30.4 +2.0 +8.7 4103 | +12.8

This setting allows us to examine how representations learned by the world model affect down-
stream robot policy performance. Raw LeWM and TC-LeWM use identical frozen-encoder and
downstream-policy settings.

Task aggregation settings. We consider three levels of task aggregation. In the single-task setting,
one world model and one downstream policy are trained independently for each LIBERO-Long
task. In the 10-task setting, the ten tasks within each suite share one encoder, latent predictor, and
task-conditioned downstream policy. In the 40-task setting, data from all four suites are aggregated
to train one unified world model. After freezing the encoder, we train a separate task-conditioned
downstream policy for each suite, such that each downstream policy still covers ten tasks as in the
10-task setting. This design isolates the effect of scaling the representation learner from jointly
training a single 40-task action policy.

Compared methods. We mainly compare Raw LeWM, which applies SIGReg to the latent rep-
resentations z;, with TC-LeWM, which applies the same regularizer to the temporally centered
residual r; = z; — z;. Raw LeWM and TC-LeWM share the same architecture, training data, and
downstream policy protocol. TC-LeWM uses a temporal window of W = 4 frames.

Closed-loop evaluation. Each model is evaluated using three evaluation seeds with 50 rollouts per
task. We report closed-loop task success rates as mean=+tstandard deviation over three full-pipeline
training seeds.

5.2 CLOSED-LOOP MANIPULATION PERFORMANCE

Single-task training. Table (1| shows that when each LIBERO-Long task is trained independently,
the downstream policy using Raw LeWM representations achieves only 26.1% average success,
whereas the policy using TC-LeWM representations reaches 50.1%. TC-LeWM improves all ten
tasks, yielding an average gain of +24.0 percentage points. These results show that avoiding rep-
resentation collapse alone does not guarantee representations suitable for downstream manipulation
policy learning.

Suite-wise 10-task training. We next jointly train the ten tasks within each LIBERO suite, follow-
ing the standard suite-wise evaluation setting of LIBERO. As shown in Table[2] TC-LeWM consis-
tently outperforms Raw LeWM across all four suites, raising the average success rate from 63.6%
to 83.8%, with particularly large gains on LIBERO-Goal and LIBERO-Spatial. Among methods
trained from scratch, TC-LeWM achieves the highest average success rate, outperforming Diffusion
Policy (Chi et al., 2023). It also surpasses the pretrained Octo (Ghosh et al.,[2024)) and OpenVLA
baselines, while large-scale pretrained 7 5 (Black et al., [2025) remains stronger.

Unified 40-task world model training. We further aggregate all 40 LIBERO tasks to train a single
world model. Table [3] shows that TC-LeWM again outperforms Raw LeWM on all four suites,
achieving 85.4% average success compared with 72.6% for Raw LeWM, an absolute improvement
of 12.8 percentage points. The largest gain is observed on LIBERO-Spatial, where TC-LeWM
improves success from 62.1% to 92.5%, while substantial gains also remain on LIBERO-Goal and
LIBERO-Long. Raw LeWM benefits from the larger training set, most notably on LIBERO-Goal,
but the absolute performance advantage of TC-LeWM persists even under unified 40-task world
model training. This indicates that scaling the world-model training data alone does not remove the
representation gap addressed by temporal centering.
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Figure 3: Analysis of learned representations, averaged over three training seeds. (a) Variance
allocation between the temporally persistent component and centered residual across training scales.
(b) Variance associated with task identity, within-episode progress, and trajectory identity. (c¢) Linear
decodability of end-effector, gripper, and joint state and dynamics. (d) Closed-loop success at the
grasping and placement stages.

5.3 ANALYSIS OF LEARNED REPRESENTATIONS

We next analyze how differences in the learned representations are reflected in encoded information,
robot-state decodability, and closed-loop behavior.

Variance allocation. Figure [2[c) directly measures var(z) and var(r) in trained 10-task represen-
tations. Raw LeWM exhibits a nearly fixed total variance dominated by the persistent component,
consistent with the coupled allocation predicted by the Monte Carlo analysis. In contrast, TC-
LeWM maintains a stable residual variance while allowing persistent variance to vary across suites,
consistent with decoupled variance allocation.

Figure3|a) further shows that this distinction persists across all three training scales. In Raw LeWM,
the temporally persistent component dominates the representation, while the centered residual ac-
counts for less than approximately 25% of the total variance. TC-LeWM instead maintains substan-
tial variation in both components: the persistent component accounts for approximately 47—-67% of
the total variance, while the centered residual retains a substantial share at every scale. Thus, neither
component consistently dominates the learned representation under TC-LeWM.

Content attribution. Figure[3(b) analyzes how representation variance is associated with task iden-
tity, within-episode progress, and trajectory identity. At the multi-task scales, Raw LeWM allocates
more variance to task identity than TC-LeWM, and across all training scales it allocates 2.5-6.9 %
more variance to trajectory identity. Task identity is partly redundant because the downstream policy
already receives the task label explicitly, while trajectory identity largely captures trajectory-specific
variation that is less relevant to fine-grained manipulation.

In contrast, TC-LeWM allocates relatively more variance to within-episode progress under multi-
task training. Such variation reflects the temporal evolution of the manipulation trajectory and is
more directly aligned with the changing state required for closed-loop control. These results suggest
that TC-LeWM not only preserves more residual variation, but also shifts the representation away
from identity-specific variation toward temporally structured information.

Decodability of robot state and dynamics. We next test whether the preserved temporal varia-
tion makes robot state and dynamics more accessible from the learned representation. Figure [3[c)
reports linear decodability from the 10-task representations, averaged over three training seeds, for
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Figure 4: Attention-rollout visualization at the grasping moment for the first four LIBERO-
Long tasks. TC-LeWM more consistently attends to the robot arm, gripper, and manipulated object,
whereas Raw LeWM more frequently attends to background or task-irrelevant regions.
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end-effector, gripper, and joint quantities at the state, velocity, and acceleration levels. TC-LeWM
achieves higher decodability than Raw LeWM for all three quantities and at all derivative orders.
The advantage is particularly pronounced for gripper dynamics and generally becomes larger for
higher-order temporal information. Reduced centered-residual variation in Raw LeWM is accompa-
nied by lower accessibility of fine-grained robot state and dynamics, whereas TC-LeWM preserves
these quantities more effectively.

Behavioral analysis. Given the improved decodability of robot state and dynamics, we further
examine where the downstream performance gap emerges during closed-loop execution. Figure[3[d)
decomposes manipulation into grasping and placement stages. TC-LeWM achieves substantially
higher success than Raw LeWM at both stages.

Both grasping and placement require fine-grained control of the robot arm and depend strongly on
the evolving robot state and dynamics. The consistent performance advantage across both stages
is therefore aligned with the improved decodability of robot state and dynamics from TC-LeWM
representations observed in Fig. [[c).

Attention visualization. Finally, we qualitatively examine the visual features used by the two en-
coders through attention rollout (Abnar & Zuidemal, [2020) at the grasping moment. As shown in
Fig. ] TC-LeWM more consistently attends to manipulation-relevant regions, including the robot
arm, gripper, and manipulated object, whereas Raw LeWM more often attends to background or
task-irrelevant regions. The same tendency appears in the wrist-camera view, where TC-LeWM
more consistently attends jointly to the gripper and grasped object. These observations provide
complementary evidence that TC-LeWM learns visual representations more closely aligned with
robot-object interaction. Implementation details and additional latent-space analyses are provided

in Appendices[A3|and[A4]

6 CONCLUSION

In this work, we identified a variance-allocation bias in the Raw LeWM objective: the interac-
tion between latent prediction and SIGReg favors temporally persistent variation while suppressing
the centered residual. Based on this analysis, we introduced TC-LeWM, which applies SIGReg to
temporally centered residuals to decouple their variance allocation while retaining an effective anti-
collapse property. Across single-task, suite-wise 10-task, and unified 40-task LIBERO settings, TC-
LeWM consistently improves the closed-loop performance of downstream behavior-cloning policies
and yields representations with more linearly decodable robot state and dynamics, particularly grip-
per dynamics. Future work will scale TC-LeWM to larger reward-free datasets and explore its
integration with Vision-Language-Action and World-Action models for open-world manipulation.
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A APPENDIX

A.1 MODEL AND IMPLEMENTATION DETAILS

Multi-view extension. We retain the encoder and latent predictor architecture of LeWM and extend
its visual input to the two RGB views used in LIBERO: an external camera and a wrist-mounted
camera. A parameter-shared ViT encoder processes the two views independently. Let

b = CLS (Ba(™)) . ke {L Ko, ©

denote the CLS token of camera view k. The per-view CLS tokens are concatenated and passed
through the LeWM projector to form a single latent representation:

7 = o ([h,ﬁ”; N .;thcm)]) . 7

For LIBERO, K_,,,, = 2. Patch tokens are not directly regularized by SIGReg but are retained for
downstream policy learning. Apart from this multi-view extension, we keep the LeWM encoder and
predictor architectures unchanged.

Prediction objective. The action-conditioned latent predictor operates on the fused representation,

Zet1 = o (Ze—ht1:t, Ae—ht1:t) ®)
and is trained with the mean-squared next-latent prediction loss
Lipred = MSE (Z¢11,2¢41) - )

SIGReg and training objectives. We use the original SIGReg implementation of LeWM without
modification. SIGReg evaluates the Epps—Pulley normality criterion on random one-dimensional
projections of the latent representations, encouraging each projected marginal toward a standard
Gaussian. We use J = 1024 random projection directions, following LeWM, and evaluate the
regularizer independently at each temporal position across the training batch.

Raw LeWM applies SIGReg directly to the latent representations:

Lraw = Lpred + A LS1GReg (Z)- (10)
For TC-LeWM, temporal centering is applied to the same latent sequence,
1
z = oz =z, (11)
|Wt| SEW,
and the objective becomes
Lrc = Lpred + A Ls1GReg(R)- (12)

Thus, Raw LeWM and TC-LeWM use the same architecture, prediction objective, and multi-view
treatment, differing only in the SIGReg target: Z versus R.

Behavior-cloning head. After world model training, the encoder is frozen and used with a task-
conditioned flow-matching behavior-cloning policy. For each camera view, we retain the CLS token
together with a 4 x 4 spatially pooled grid of patch tokens from the frozen ViT encoder. The tokens
from both views are concatenated into a visual token sequence V; and provided to a DiT-style action
head (Peebles & Xie, 2023).

The policy predicts an action chunk
A =[ay,..., a4 5] € RFXT. (13)

Action tokens are processed by self-attention and cross-attend to V, while the flow time and task
identity condition the transformer blocks. We train the policy with the flow-matching objective

X, = (1=7E+7As Lo = [vs(Xy,7, Vi) — (A = €)]3, (14)
where & ~ N(0,I), v ~ U(0,1), and % denotes the task identity. Actions are normalized using
the training-set mean and standard deviation. During evaluation, action chunks are generated from
Gaussian noise using 10 Euler integration steps and mapped back to the original action scale. Raw
LeWM and TC-LeWM use the same policy architecture and training protocol.

Training hyperparameters. Table {4 summarizes the main training hyperparameters used in our
experiments.
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Table 4: Main training hyperparameters used in our experiments.

Stage Hyperparameter Value
Architecture ViT-Tiny
Frame skip 4
Predictor context h=3

SIGReg projections J = 1024
World model SIGReg weight A 0.09
Centering window W = 4 (TC-LeWM)

Optimizer AdamW, Ir 5 x 1075

Batch size 128

Training steps 10k (30k for 40-task)

Architecture DiT

Conditioning 34 visual tokens via cross-attention + task embedding
BC policy Action horizon H=38 .

Optimizer AdamW, Ir 2 x 10~

Batch size 256

Training steps 40k (4k for single-task)

Inference 10 Euler steps

A.2 MONTE CARLO ANALYSIS DETAILS

Projected mixture model. Following the projected temporal decomposition in Sec.[3.2]

T = WTZt = WTit —|—WTI‘t, (15)
N~

c €

we construct a finite-window Monte Carlo surrogate in which each temporal window has a shared
component center and independent within-window variation. Specifically, before temporal center-
ing, projected samples are generated as

K
1
Ty = Co + M, E N (g, 72, ne ~ N(0,02), Cov(co,m:) =0.  (16)
k=1

Co ~ —
K

Here, ¢y is shared by all samples within a temporal window and 7, represents independent within-
window variation. Temporal centering gives

c=Z=cy+1, Et =Ty —T =10 — 1. 17

In the Monte Carlo analysis, we set 7 = 0 so that the variance of the shared component is determined
entirely by the spread of the component centers. We denote the two controlled variance parameters
by

(18)

2

..
For compactness, these controlled parameters are denoted by var(c) and var(e) in the main-text
Monte Carlo analysis and Fig. Pfa—b). Their relation to the finite-window centered quantities is
given below.

v, = var(cy), ve 2 var(n,) = o

Randomized center construction. For each Monte Carlo layout m, we sample K raw component
centers independently from a uniform distribution,

) 1}\Jd

M u-1,1), k=1,...,K. (19)

We then center and normalize the sampled centers to obtain {ﬁ,(cm)}szl with zero mean and unit
variance. For a target persistent variance v., we rescale them as

™ (we) = Ve ™. (20)
2
Thus, each layout satisfies % >k (u;m) = v.. The normalized centers determine the relative

component geometry, while v, directly controls its overall variance.
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Monte Carlo protocol. We use K = 10 components, matching the number of tasks in each
LIBERO suite. Each batch contains N = 128 projected samples grouped into temporal windows of
length W = 4. Each window is assigned to one component, and its samples are generated as

Tt :/’Lk—’—\/’lTEftv gtNN(071)7 (21)

where v, controls the pre-centering within-window variation. We average over M = 400 ran-
domized center layouts and R = 20 finite-batch realizations per layout. The same component
assignments and Gaussian samples are reused across the variance grid for paired comparisons.

For Fig.Pfa), we sweep v. € [0, 4.2] with step 0.1 and v, € [0.05, 2.5] with step 0.05. We instantiate
the Raw LeWM objective in the projected Monte Carlo model as

LY = v + A Lp (), A = 0.09. (22)

Here, v, serves as a surrogate for £peq, while Lgp () corresponds to the SIGReg term evaluated on
the one-dimensional projected marginal . The resulting objective landscape is shown in Fig. [2(a).
This provides a scale-consistent surrogate for the original objective: the prediction term is repre-
sented by the scale of within-window variation along a projected direction, while the EP term is
evaluated on the corresponding one-dimensional projected marginal.

EP loss under temporal centering. For Fig. 2[b), we fix v. = 1.30 and vary only the persistent
variance v.. For W = 4, temporal centering converts this to a centered-residual variance of

var(e) = % x 1.30 = 0.975, (23)

which is approximately one. For each setting, we evaluate the change in EP loss relative to v, = 0
on both the projected latent « and its temporally centered residual. Because the component center
is shared by all samples within a temporal window, it is removed exactly by temporal centering.
Consequently, the residual EP loss is invariant to v, under this construction, whereas the EP loss on
x changes with persistent variance.

Finite-window variance conversion. The Monte Carlo parameters (v., v:) control the variance of
the window-shared component ¢y and the pre-centering within-window variation 7, respectively.
The temporal decomposition in the main text instead measures the finite-window projected mean
¢ = 7 and centered residual ¢; = x; — . For independent 7, within a window of length W,

1 ) W -1
— var(e) =

we w

Therefore, for the W = 4 windows used in our experiments,

V.. 24)

var(c) = var(Z) = v, +

Ve = gvar(e), v, = var(c) — %var(a). (25)

At the representation level, var(c) and var(e) correspond to the per-dimension projected counter-
parts of var(z) and var(r), respectively. We use equation [25| when mapping trained-system mea-
surements onto the Monte Carlo coordinates in Fig. 2Ja). Figure (c) instead reports the directly
measured var(z) and var(r).

A.3 REPRESENTATION ANALYSIS DETAILS

Empirical variance allocation. For Fig.[3(a), we apply the same empirical variance calculation to
the projector outputs at each of the three training scales. Consecutive cached representations are
grouped into windows of four frames, matching the temporal windows used during world model
training. For each window, we compute the persistent component z; and centered residual r; using
the decomposition defined in the main text.

We compute the empirical variance independently for each latent dimension and then average across
dimensions to obtain var(z) and var(r). The resulting quantities are therefore reported on the same
per-dimension variance scale as the unit-variance target of SIGReg. The same calculation is used
across all training scales, and the displayed values are averaged over three independently trained
seeds.

Latent content attribution. For Fig.[3(b), we quantify how latent variation is associated with task
identity, within-episode progress, and trajectory identity. For each evaluation cell, we first perform
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Figure 5: Per-task 3D PCA visualization of latent representations on LIBERO-Long under
suite-wise 10-task training. Points are colored by normalized within-trajectory progress. Across
many tasks, TC-LeWM exhibits smoother and more clearly progress-aligned structures, whereas
Raw LeWM more often produces diffuse geometry. The percentages in the titles indicate the cor-
responding per-task closed-loop success rates for the displayed training seed, averaged over three
evaluation seeds.

PCA on the frozen latent representations and retain the top eight principal components. We then
apply sequential ANOVA independently to each principal component, using the fixed order task
identity — within-episode progress — trajectory identity. Within-episode progress is discretized into
10 ordered progress stages. Under this ordering, trajectory identity captures only variation beyond
that already explained by task identity and within-episode progress, avoiding double counting of
progress-related variation.

The attribution for each principal component is weighted by its explained-variance ratio before ag-
gregation across the top eight components. Figure 3{b) reports the TC-LeWM minus Raw LeWM
difference in the resulting variance share, such that positive values indicate that TC-LeWM allocates
relatively more latent variation to the corresponding factor. The 4.5x, 2.5x, and 6.9 annotations
report the corresponding Raw-to-TC ratios of the trajectory-identity share.

Linear decodability of robot state and dynamics. For Fig. [3[c), we evaluate how linearly de-
codable robot state and dynamics are from the frozen representations. The analysis is performed
separately for each task, with 20% of complete episodes held out for evaluation.

We use ridge regression with regularization coefficient A = 0.1. Both latent inputs and regression
targets are z-score normalized using statistics from the fitting split. State is decoded directly from z;.
For velocity, we decode the first-order latent difference z;; — z; into the corresponding first-order
robot-state difference, while acceleration analogously uses second-order temporal differences.
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Table 5: EP loss evaluated on the full latent representation z extracted from the frozen encoder after
suite-wise 10-task training. Results are mean + standard deviation over three training seeds and are
reported in units of 10~2. Lower values indicate a distribution closer to the standard Gaussian target.

Method Object Spatial Goal Long Avg.

Raw LeWM 0.45+0.02 0.39£0.05 0.40+0.01 0.39+£0.02 041
TC-LeWM 1.89+0.10 2.16£0.96 2.24+£0.15 2.66+1.36 2.24

Decodability is measured using Pearson correlation on the held-out episodes. Pearson correlation
is computed independently for each output dimension on the held-out episodes and then averaged
across dimensions. The reported points are averaged over the four LIBERO suites and three inde-
pendently trained seeds, with error bars indicating the standard deviation across training seeds.

Stage-wise closed-loop analysis. For Fig.[3[d), we decompose each rollout into grasping and place-
ment stages using simulator object states. For each task, we identify the movable object(s) of interest
from the task definition and track their 3D positions throughout evaluation. A rollout is considered
to have passed the grasping stage if any target object is lifted by at least 3 cm relative to its set-
tled initial height. The placement-stage success rate is then defined conditionally as the fraction of
grasp-successful rollouts that eventually complete the task.

We apply this decomposition only to tasks whose successful executions involve lifting a target ob-
ject. In LIBERO-Goal, three tasks do not satisfy this criterion and are therefore excluded from the
stage-wise analysis, leaving seven grasp-and-place tasks.

A.4 ADDITIONAL LATENT-SPACE ANALYSIS

Per-task PCA visualization. For the frozen LIBERO-Long representations learned under suite-wise
10-task training, we perform PCA separately for each task and visualize the first three principal com-
ponents. Figure 5] compares Raw LeWM and TC-LeWM on one training seed, with points colored
by normalized within-trajectory progress. Across many tasks, TC-LeWM exhibits connected and
more clearly progress-aligned structures, whereas Raw LeWM more often produces diffuse shapes.
In the per-task comparison between Raw LeWM and TC-LeWM, improvements in closed-loop suc-
cess are often accompanied by more organized and manifold-like latent trajectories.

Gaussianity of the full latent. After world model training, we freeze the encoder and evaluate
the EP loss of the resulting full latent representation z under suite-wise 10-task training. As shown
in Table [5} Raw LeWM consistently exhibits a much lower EP loss, as expected because SIGReg
directly regularizes the full latent toward the Gaussian target during training. In contrast, TC-LeWM
applies SIGReg only to the centered residual and removes the Gaussian constraint from the full latent
z. Consequently, the frozen TC-LeWM latent deviates more strongly from the Gaussian target. This
higher EP loss is therefore an intended consequence of the method: releasing the full latent from the
Gaussian target allows structured and potentially multimodal organization to emerge in z, while the
centered residual remains the target of SIGReg.

Latent radial structure. To further characterize the non-Gaussian structure of the full latent, Fig-
ure[6]compares the latent norm distributions of Raw LeWM and TC-LeWM on LIBERO-Long under
10-task training. We first report the dimension-normalized norm ||z, || /+/D, where D is the latent di-
mension. This normalization preserves the relative scale difference between the two methods while
providing a natural reference: for a high-dimensional standard isotropic Gaussian, the norm con-
centrates near /D, and hence ||z;||/v/D is concentrated near one. Consistent with its low EP loss,
Raw LeWM is tightly concentrated around this Gaussian radial scale, whereas TC-LeWM spans a
substantially broader range and exhibits multiple radial modes.

To separate this structural difference from a simple change in global scale, we additionally normalize
each representation by its own mean norm, ||z:||/||z|. After removing the difference in average
scale, TC-LeWM still exhibits a clearly more multimodal radial distribution, while Raw LeWM
remains largely unimodal. These results indicate that releasing the full latent from the Gaussian
target changes not only its overall radial scale but also its distributional shape, allowing richer radial
organization to emerge.
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Figure 6: Latent norm distributions on LIBERO-Long under 10-task training. (a) Dimension-
normalized latent norm ||z, || /v/D, which preserves the relative latent scale while using the typical
norm of a high-dimensional standard Gaussian as a reference near one. Raw LeWM remains concen-
trated near this Gaussian radial scale, whereas TC-LeWM spans a substantially broader range with
multiple radial modes. (b) Mean-normalized latent norm ||z¢||/||z||, which removes the difference
in average scale between the two representations. The multimodal radial structure of TC-LeWM
remains clearly visible after normalization, showing that the difference cannot be explained solely
by global rescaling.

Table 6: Sensitivity of TC-LeWM to the temporal-centering window size W on LIBERO-Long
under suite-wise 10-task training. Results are mean+-standard deviation over three training seeds.
The temporal context used by the predictor and the remaining training setup are kept fixed.

w 2 4 (default) 8 16
Success (%) 62.0+3.4 63668 658=£35 521+£38

A.5 ABLATION STUDIES

Sensitivity to temporal window size. We evaluate the sensitivity of TC-LeWM to the temporal-
centering window size W on LIBERO-Long under suite-wise 10-task training. As shown in Table[6]
performance is similar for W = 2, 4, and 8, with average success rates of 62.0%, 63.6%, and 65.8%,
respectively. This suggests that TC-LeWM is not particularly sensitive to the precise window size
within a relatively short temporal range. Performance decreases to 52.1% when the window is
increased to W = 16, indicating that overly long windows are less suitable for the local temporal
decomposition.

We use W = 4 by default because it matches the four-frame training sequence used to organize
world model training batches. We do not evaluate W = 1, since temporal centering then gives
r; = 0 identically and therefore does not provide a meaningful residual regularization target.

Sensitivity to SIGReg strength in Raw LeWM. We further examine whether the downstream
limitation of Raw LeWM can be addressed simply by reducing the SIGReg strength. As shown in
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Table 7: Sensitivity of Raw LeWM to the SIGReg weight A on LIBERO-Long under suite-wise 10-
task training. Results are mean+standard deviation over three training seeds. The model architecture
and the remaining training setup are kept fixed.

A 0.005 0.01 0.03 0.06 0.09
Success (%) 43.4+15 503+68 495+29 471+£06 44.7+43

Table[7} moderately decreasing A from the default value of 0.09 improves downstream success, with
the best performance obtained at A = 0.01. However, further reducing the regularization strength
to A = 0.005 degrades performance, indicating that the improvement does not continue as the
regularization pressure is reduced. Moreover, even the best Raw LeWM result remains substantially
below TC-LeWM. These results suggest that reducing the regularization pressure alone cannot fully
resolve the downstream representation limitation of Raw LeWM.
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